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Abstract—As we are living in the era of big data, high
volumes of wide varieties of data which may be of different
veracity (e.g., precise data, imprecise and uncertain data) are
easily generated or collected at a high velocity in many real-life
applications. Embedded in these big data is valuable knowledge
and useful information, which can be discovered by big data
science solutions. As a popular data science task, frequent
pattern mining aims to discover implicit, previously unknown and
potentially useful information and valuable knowledge in terms of
sets of frequently co-occurring merchandise items and/or events.
Many of the existing frequent pattern mining algorithms use a
transaction-centric mining approach to find frequent patterns
from precise data. However, there are situations in which an
item-centric mining approach is more appropriate, and there
are also situations in which data are imprecise and uncertain.
Hence, in this paper, we present an item-centric algorithm for
mining frequent patterns from big uncertain data.

In recent years, big data have been gaining the attention
from the research community as driven by relevant technolog-
ical innovations (e.g., clouds) and novel paradigms (e.g., social
networks). As big data are typically published online to support
knowledge management and fruition processes, these big data are
usually handled by multiple owners with possible secure multi-
part computation issues. Thus, privacy and security of big data
has become a fundamental problem in this research context.
In this paper, we present, not only an item-centric algorithm
for mining frequent patterns from big uncertain data, but also
a privacy-preserving algorithm. In other words, we present—
in this paper—a privacy-preserving item-centric algorithm for
mining frequent patterns from big uncertain data. Results of
our analytical and empirical evaluation show the effectiveness of
our algorithm in mining frequent patterns from big uncertain
data in a privacy-preserving manner.

Index Terms—Big data, imprecise and uncertain data, frequent
patterns, data mining, item-centric mining, privacy-preserving min-
ing, data analytics, data science, knowledge discovery in databases,
privacy and security, uncertainty

I. INTRODUCTION

As we are living in the era of big data, big data are
everywhere due to technological advances. High volumes of
a wide variety of data of different veracity (e.g., uncertain

data [34], [38], [45] in social networks [6], [31], [37]) can
be easily generated or collected at a high velocity from rich
sources of data in various real-life big data applications and
services. Embedded in these big data are useful information
and valuable knowledge. Hence, data science [5] is in demand.
Typically, data science solutions focus on different aspects of
the following characteristics (i.e., different V’s) of big data:

• high Volume of big data, which focuses on the quantity
of data;

• wide Variety of big data, which focuses on differences in
types, contents, or formats of data;

• different Veracity of big data, which focuses on the
quality of data (e.g., precise data, uncertain and imprecise
data);

• high Velocity of big data, which focuses on the speed at
which data are collected or generated; or

• high Value of big data, which focuses on the usefulness
of data (e.g., knowledge that can be discovered from the
big data).

In general, data science solutions apply the following tech-
niques and methods to big data for data analytics [24], [35],
[50]:

• database [7], [30], [61];
• data mining [13], [14], [66];
• statistical techniques [28];
• machine learning [55], [64];
• mathematical modelling [62]; and/or
• visualization [67].

Among popular data mining tasks for data science solutions,
frequent pattern mining [4], [25], [52] aims to discover sets of
frequently co-occurring items. The mined patterns help data
scientists understand consumer behavior, know the web surfing
patterns, and get an insight about popular events. In other
words, the mined patterns help the data scientists to get better
understanding of the behaviors of their users.
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Most of the early frequent pattern mining algorithms (e.g.,
Apriori [4]) execute the mining process in serial on a single
local computer. To improve algorithmic efficiency, later al-
gorithms perform the computation in distributed and parallel
environments by using computer clusters or grids [20]. As
volumes of big data can go beyond the ability of commonly-
used software to capture, manage, and process within a tol-
erable elapsed time, new forms of processing, mining and
analyzing data—such as MapReduce-based frequent pattern
mining algorithms [10] that usually run in clouds [18]—
have been developed to enable enhanced decision making,
insight, knowledge discovery, and process optimization. Cloud
computing generally makes use of a network of remote servers
hosted on the Internet to store, manage, process, and mine the
data.

Given the aforementioned traditional databases of precise
data, users definitely know whether an item is present in (or
is absent from) a transaction. In contrast, data in many real-life
applications are riddled with uncertainty [42], [51], [58]. The
existence of uncertainty may partially be due to the following
causes:

• inherent measurement inaccuracies,
• sampling and duration errors,
• network latencies [19], and/or
• intentional blurring of data to preserve anonymity.

As such, the presence or absence of items in a dataset is
uncertain. Moreover, with the increasing number of uncer-
tain objects for sensor devices and noisy data management
technologies such as DUST [54] in recent years, uncertain
data-mining [8], [59] is in demand. As a concrete example,
a physician may highly suspect (but cannot guarantee) that a
coughing patient suffers from a cold. The uncertainty of such
suspicion can be expressed in terms of existential probability
(e.g., a 80% likelihood of suffering from the cold). With this
notion, each item in a transaction tj in databases containing
precise data can be viewed as an item with a 100% likelihood
of being present in tj . To find frequent itemsets from these
uncertain data, several uncertain data-mining algorithms (e.g.,
U-Apriori [16] and UF-growth [45] algorithms) have been
proposed. Among them, UF-growth captures the contents of
the uncertain data in a tree structure, from which frequent
itemsets can be mined recursively.

Most serial, distributed and parallel, as well as big-data
based algorithms find frequent patterns from precise data
rather than imprecise or uncertain data. For those that handles
imprecise or uncertain data, they mine the data “horizontally”
(i.e., in a transaction-centric fashion). However, there are
situations in which it is easier to mine the data “vertically”
(i.e., in an item-centric fashion) [11] than “horizontally”.

A key contribution of this paper includes our item-centric
algorithm for mining frequent patterns from big uncertain data.
This algorithm can be considered as a non-trivial integration
of the following 4 techniques:

1) item-centric mining,
2) frequent pattern mining,

3) big data mining, and
4) uncertain data mining.
In recent years, big data have been gaining the attention

from the research community. This increase in popular is
partially driven by the following:
• relevant technological innovations (e.g., clouds), and
• novel paradigms (e.g., social networks).

As big data are typically published online to support knowl-
edge management and fruition processes, these big data are
usually handled by multiple owners with possible secure multi-
part computation issues. Thus, privacy and security of big data
has become a fundamental problem in this research context.

Another key contribution of this paper includes our privacy-
preserving algorithm which mining frequent patterns from big
uncertain data in an item-centric fashion. In other words, the
aforementioned list for the non-trivial integration of techniques
can be extended as follows. This algorithm can be considered
as a non-trivial integration of the following 4+1 = 5 techniques:

1) item-centric mining,
2) frequent pattern mining,
3) big data mining,
4) uncertain data mining, and
5) privacy-preserving mining.
The remainder of this paper is organized as follows. Next

section discusses some related works. Section III describes our
algorithm for privacy-preserving mining of frequent patterns
“vertically” from big uncertain data in an item-centric fashion.
Section IV shows our evaluation. Finally, conclusions are
drawn in Section V.

II. RELATED WORKS

A. Serial Frequent Pattern Mining

As the first step of association rule mining [1], [29], [43],
frequent pattern mining aims to discover sets of frequently
co-occurring items. Many frequent pattern mining algorithms
[32], [33] were Apriori-based [4], which rely on a generate-
and-test paradigm to discover frequent patterns from transac-
tion datasets by first generating candidates and then checking
their actual frequency (i.e., occurrences) against the datasets.
As Apriori-based algorithms mostly mine frequent itemsets in
a level-wise bottom-up fashion, they require K database scans
to discover all frequent itemsets (where K is the maximum
cardinality of discovered itemsets).

To improve algorithmic efficiency, other serial frequent pat-
tern mining algorithms (e.g., tree-based algorithms [26]) have
been developed. For instance, the FP-growth algorithm [26]
addresses this disadvantage of the Apriori-based algorithms
and improves efficiency by using an extended prefix-tree struc-
ture called Frequent Pattern tree (FP-tree) to capture the con-
tent of the transaction database. Unlike the Apriori algorithm,
FP-growth scans the database twice. However, as many smaller
FP-trees (e.g., for {a}-projected database, {a, b}-projected
database, {a, b, c}-projected database, ...) need to be built
during the mining process, FP-growth requires lots of memory
space. Algorithms like TD-FP-Growth [63] and H-mine [49]
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avoid building and keeping multiple FP-trees at the same time
during the mining process. During the mining process, instead
of recursively building sub-trees, TD-FP-Growth keeps updat-
ing the global FP-tree by adjusting tree pointers. Similarly,
the H-mine algorithm uses a hyperlinked-array structure called
H-struct to capture the content of the transaction database.
Consequently, a disadvantage of both TD-FP-Growth and
H-mine is that many of the pointers/hyperlinks need to be
updated during the mining process.

B. Distributed and Parallel Frequent Pattern Mining

In addition, there are also distributed and parallel algorithms
[44], [56]. They find frequent patterns by using multiple
processors that have either of the following:
• access to a shared memory with which information is

exchanged among processors, or
• their own private memory (i.e., distributed memory) with

which for information is exchanged via message passing
among the processors.

These algorithms are mainly implemented using
• Open Multi-Processing (OpenMP) or
• Message Passing Interface (MPI),

and run in computer clusters or grids. Cluster computing
usually involves a group of distributed or parallel computers
that are interconnected through high-speed networks such as
local area networks; grid computing coordinates heterogeneous
networked loosely coupled computers.

C. Item-Centric Frequent Pattern Mining

For precise data mining, while there are algorithms that view
the transaction database TDB “horizontally” (e.g., Apriori,
FP-growth), there are also algorithms (e.g., Eclat [65]) that
view the TDB “vertically” [65] as a collection of items (i.e.,
TDB = {tidset(x) | x ∈ domain items}), where a tidset
is a set of transaction IDs. Each item is associated with a
set or vector that indicates the transactions containing such
an item. For example, TDB = {tidset(a), tidset(b), ...}, and
tidset(a)={t1, t3, t4, t5} representing that item a appears in
four transactions t1, t3, t4 and t5. More specifically, Eclat
first uses a tidset for every domain items to represent all the
transactions containing x, and then finds frequent patterns in
a bottom-up fashion (e.g., tidset(a), then tidset({a, b}), and
then tidset({a, b, c}), ...). A pattern X is frequent if its actual
support (i.e., its number of occurrence) in the TDB meets
the user-specified threshold minsup. Although Eclat mines
frequent patterns from the TDB, it does not mine the uncertain
data.

D. Frequent Pattern Mining from Big Data

To handle big data, MapReduce-based frequent pattern
mining algorithms [10] read input data, divide them into
several partitions (sub-problems), and assign them to different
processors. Each processor executes the “map” function on
each partition by taking a pair of 〈key1, value1〉 and returning

a list of 〈key2, value2〉-pairs as an intermediate result, which
is then shuffled and sorted:

map: 〈key1, value1〉 7→ list of 〈key2, value2〉 (1)

where
• key1 and key2 are keys on some domains; and
• value1 and value2 are the corresponding values associ-

ated with key1 and key2, respectively.
Each processor then executes the “reduce” function on a single
key2 from this intermediate result by combining, aggregating,
summarizing, filtering, and/or transforming the list of values
associated with a given key2 (for all keys). As a result, a list
of 〈key3, value3〉-pairs is returned:

reduce: 〈key2, list of value2〉 7→ list of 〈key3, value3〉 (2)

where
• key2 and key3 are keys on some domains; and
• value2 and value3 are the corresponding values associ-

ated with key2 and key3, respectively.
Alternatively, the “reduce” function can be defined to return a
list of value3 (rather than a list of key-value pairs):

reduce: 〈key2, list of value2〉 7→ list of value3 (3)

where
• key2 is a key on some domains; and
• value2 and value3 are the corresponding value associated

with key2 and its related value, respectively.
Along this direction, the “reduce” function can also be defined
to return a single (aggregated or summarized) value3 (rather
than a list of key-value pairs or a list of value):

reduce: 〈key2, list of value2〉 7→ value3 (4)

where
• key2 is a key on some domains;
• value2 is the corresponding value associated with key2;

and
• value3 is a single (aggregated or summarized) value

related to value2.
To summarize, depending on the applications, the “reduce”
function can be defined in any of the three ways described
above.

Many of these algorithms are run in (public, private, or
hybrid) clouds. Cloud computing [9] involves a group of in-
terconnected and virtualized computers to provide on-demand
services such as the following:
• function-as-a-service (FaaS),
• infrastructure-as-a-service (IaaS),
• network-as-a-service (NaaS),
• platform-as-a-service (PaaS),
• software-as-a-service (SaaS), and
• mining-as-a-service (MaaS) [27].

Alternatively, edge computing or fog computing [41] can be
used.
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E. Frequent Pattern Mining from Uncertain Data

The research problem of frequent itemset mining was
first introduced [4] in 1993. The corresponding algorithm—
namely, Apriori—mined all frequent itemsets from a transac-
tion database (TDB) consisting of precise data, in which the
contents of each transaction are precisely known. Specifically:
• If a transaction ti contains an item x (i.e., x ∈ ti), then
x is precisely known to be present in ti.

• On the other hand, if a transaction ti does not contain
an item y (i.e., y 6∈ ti), then y is precisely known to be
absent from ti.

However, this is not the case for probabilistic databases
consisting of uncertain data [12]. A key difference between
precise and uncertain data is that each transaction of the
latter contains items and their existential probabilities. The
existential probability P (x, ti) of an item x in a transaction ti
indicates the likelihood of x being present in ti.

For a real-life example, each transaction ti represents a
patient’s visit to a physician’s office. Each item x within ti
represents a potential disease, and is associated with P (x, ti)
expressing the likelihood of a patient having that disease x
in ti (say, in t1, the patient has a 60% likelihood of having
asthma, and a 80% likelihood of catching a cold regardless of
having asthma or not).

With this notion, each item in a transaction ti in datasets of
precise data can be viewed as an item with a 100% likelihood
of being present in ti. Given an item x and a transaction ti,
there are two possible worlds when using the possible world
interpretation of uncertain data [3], [39]:

1) The possible world W1 where x ∈ ti, and
2) the possible world W2 where x 6∈ ti.

Although it is uncertain which of these two worlds would be
the true world, the probability of any one of them being the
true world can be expressed as follows:
• the probability of W1 being the true world is P (x, ti),

and
• the probability of W2 being the true world is 1−P (x, ti).
Let (i) Item be a set of m domain items and (ii) X =

{x1, x2, . . . , xk} be a k-itemset (i.e., a pattern consisting of
k items), where X ⊆ Item and 1 ≤ k ≤ m. Then, a
transactional database is the set of n transactions, where each
transaction tj ⊆ Item (for 1 ≤ j ≤ n). The projected database
of X is the set of all transactions containing X . Each item xi
in a transaction tj = {x1, x2, ..., xh} in an uncertain database
is associated with an existential probability P (xi, tj), which
represents the likelihood of the presence of xi in tj [39], with
value:

0 < P (xi, tj) ≤ 1 (5)

The existential probability P (X, tj) of a pattern X in tj is
then the product of the corresponding existential probabilities
of every item xi within X when these items are independent
[38], [40]:

P (X, tj) =
∏
xi∈X

P (xi, tj) (6)

Finally, the expected support expSup(X) of X is the sum of
P (X, tj) over all n transactions in the database:

expSup(X) =

n∑
j=1

P (X, tj) (7)

=

n∑
j=1

(∑
xi∈X

P (xi, tj)

)
(8)

With this notion of expected support, existing tree-based
algorithms—such as UF-growth [45]—mine frequent patterns
from uncertain data by first scanning the uncertain database
once to compute the expected support of all domain items
(i.e., singleton patterns). Infrequent items are pruned as their
extensions/supersets are guaranteed to be infrequent. The
algorithms then scan the database a second time to insert
all transactions (with only frequent items) into a tree (e.g.,
UF-tree [45]). Each node in the tree captures the following:
• an item x,
• its existential probability P (x, tj), and
• its occurrence count.

At each step during the mining process, the frequent patterns
are expanded recursively.

A pattern X is frequent in an uncertain database if
expSup(X) ≥ minsup. Given a database and minsup, the
research problem of frequent pattern mining from uncertain
data is to discover from the database a complete set of frequent
patterns having expected support ≥ minsup.

F. Privacy-Preserving Frequent Pattern Mining

In privacy-preserving data mining (PPDM) [2], [48], data
that can be used for data science, data mining, machine
learning or statistical processing are not published. Instead,
they are released as a form of statistical summary or as
results based on aggregation, calculation, or other types. So,
a discipline called statistical disclosure limitation modifies
statistical data to prevent third parties from exploiting these
data to identify individuals. As a representative method, dif-
ferential privacy prevents individual information disclosure
based on a mathematical definition by deleting or adding non-
deterministic noise. It defines that the results of a query or an
analysis for a database should be almost the same before and
after the removal or addition of a single record. Its most basic
form has been applied to online query systems.

1) k-Anonymity [21]: A record (or transaction) in a
database is considered to be k-anonymous if it is indistin-
guishable from at least (k − 1) other records. Examples in-
clude top-down local generalization, bottom-up and/or global
approaches. Thus, a protected database is said to satisfy
k-anonymity [21], [53] provided that, for each combination
of key-attribute values, at least k > 1 records exist in the
protected database sharing that combination.

On the one hand, as an extension, p-sensitive k-anonymity
[21], [60] is a stronger version of k-anonymity in such a way
that the protected database is required to satisfy the following
two conditions:
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a) the protected database is k-anonymous, and
b) there are at least p distinct values for each confidential

attribute within a group of records sharing a combination
of key-attributes.

On the other hand, km-anonymity [57] is a weaker version
of k-anonymity in such a way that subsets of records (rather
than the whole record) in the protected database are ensured
to be anonymous.

2) l-Diversity [47]: It was observed that the following two
types of simple attacks may lead to some subtle but severe
privacy problems to some k-anonymized protected databases:

a) Homogeneity attack, with which it is well-known that
an attacker can discover the values of sensitive attributes
when there is little diversity in those sensitive attributes.

b) Background knowledge attack, with which k-anonymity
does not guarantee privacy against attackers who have
background knowledge.

With these attacks, l-diversity [17], [47] was proposed to
provide a powerful privacy criterion to defend against these
attacks. A set of tuples (e.g., a database) with generalizable
non-sensitive values is considered to be l-diverse if it contains
at least l well-represented values for the sensitive attribute.
Values can be considered well-represented in any of the
following three ways:
• Distinct l-diversity, which ensures that at least l distinct

values for the sensitive attribute in each equivalence class;
• Entropy l-diversity, which ensures that entropy of every

equivalent class E in the protected database is at least
log(l). To elaborate, entropy of E is defined as the nega-
tion of summation of sensitive attribute-value s across the
domain of the sensitive attribute of

f(E, s)× log(f(E, s))

where f(E, s) is the fraction of records in E that have
the sensitive value s. Thus, entropy l-diversity ensures
that

entropy(E) ≡ −
∑
s

f(E, s) log(f(E, s)) (9)

≥ log(l) (10)

• Recursive (c − l)-diversity, which ensures the following
two conditions:

i) the most common value does not appear too often,
and

ii) less common values do not appear too infrequently.
Consequently, a database is considered to be l-diverse if every
set of records (i.e., every set of tuples) is l-diverse.

3) t-Closeness [46]: It was observed that, while l-diversity
provides a powerful privacy criterion to defend against ho-
mogeneity attacks and background knowledge attacks, it does
not fully defend against all attacks. Values in real-life database
may have skewed distributions. Thus, a particular rare value
may be well-represented by occurring in only one set of
tuples, identifying the individuals represented in that set as
having an unusually high probability of possessing that rare

value. This leads to t-closeness [17], [46]. An equivalence
class is considered to have t-closeness if the distance between
the distribution of a sensitive attribute in this class and the
distribution of the attribute in the whole database is no more
than a threshold t. Consequently, a database is considered to
have t-closeness if all equivalence classes have t-closeness.

4) Differential Privacy [22]: Recall that key ideas of the
aforementioned PPDM models are that:
• k-anonymity protects privacy through at least k records

having the same attribute-values in the database.
• l-diversity protects privacy through that at least l at-

tributes have to be satisfied to protect sensitive informa-
tion that may not be protected by k-anonymity.

• t-closeness protects privacy through that the distance
between the distribution of a sensitive attribute and the
distribution of other attribute is no more than a thresh-
old t.

As an alternative to these three PPDM models, differential
privacy is a statistical technique that aims to
• maximize the accuracy of queries from protected (statis-

tical) databases, and
• minimize the privacy impact on individuals whose infor-

mation is in the database.
More specifically, it uses (i) statistical noise and (ii) probability
to mask true values and thus to provide data privacy. By doing
so, the impact of the presence or absence of an individual
record in a database is minimized in such a way that it
does not cause a privacy breach when such an individual
record is included or excluded. The key idea of differential
privacy is to introduce randomness into the results of queries
on confidential or sensitive data. Due to the randomness,
an observer of the queries faces ambiguity when trying to
reconstruct the confidential or sensitive data based on the
observed privacy-preserving results.

Algorithms for providing differential privacy fall into the
following two categories:

1) interactive models [22], which (i) give (potentially dif-
ferent) noisy results to each query, and (ii) act as
intermediate persons between the data researcher and
the data publisher.

2) non-interactive models [15], which facilitate the publish-
ing of a sanitized (i.e., ε-differentially private for some
positive real number ε) database that the researcher may
query freely. Formally, a non-interactive privacy mech-
anism A (e.g., a randomized algorithm A is considered
ε-differentially private [15] if and only if the following
condition holds for all datasets D1 and D2 differing in
at most one record and for any possible sanitized dataset
D∗ ∈ Range(A):

P [A(D1) = D∗] ≤ eε × P [A(D2) = D∗] (11)

G. Privacy-Preserving Data Publishing

In addition to the four aforementioned PPDM models
(i.e., k-anonymity, l-diversity, t-closeness, and ε-differential
privacy), other privacy models [23] include the following:
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• (α, k)-anonymity,
• (c, t)-isolation,
• confidence bounding,
• δ-presence,
• (d, γ)-privacy,
• distributional privacy,
• (ε,m)-anonymity,
• (k, e)-anonymity,
• multi-relational k-anonymity (multiR k-anonymity),
• personal privacy, and
• (X,Y )-privacy.

An alternative model to PPDM is privacy-preserving data
publishing (PPDP) [23], in which data are published with-
out disclosing the identity of the data subjects. By al-
lowing publication of data based on personal information
through de-identification, this PPDP model allows other re-
searchers to perform the following novel analyses in which
de-identification removes the relationships between the data
subjects and identifying data in order to achieve PPDP.

III. OUR PRIVACY-PRESERVING ITEM-CENTRIC BIG DATA
MINING ALGORITHM FOR FREQUENT PATTERNS

This section describes our privacy-preserving item-centric
algorithm called PP-UV-Eclat for mining frequent patterns
from big data. We first describe how we handle uncertain data,
then describe how we mine these uncertain data in the Spark
environment in a privacy-preserving manner.

A. Uncertain Data Mining

Recall that, when mining precise data, Eclat uses a tidset for
each domain item x to represent all the transactions containing
x, and finds frequent patterns from the transaction database
(TDB) in a bottom-up candidate generation fashion. Here,
when mining uncertain data, it is important to capture the
existential probability P (x, ti) associated with each item x
in each transaction ti of the uncertain database (UDB).

1) Representation of the Uncertain Database with Existen-
tial Probability Values: It may be tempting to use a tidset for
each distinct 〈domain item, existential probability value〉-pair.
However, a potential problem of such an attempt is the huge
number of pairs. Theoretically, it could be an uncountably
infinite number because the existential probability could take
on a real number in the range of (0, 1]. It is fortunate
that, practically, the number of such pairs is countable and
bounded above by the number of 〈domain item, existential
probability value〉-pairs present in the UDB. Hence, we aim to
find patterns having their expected support meeting the user-
specified threshold. In other words, we want to find every
frequent pattern X (and its expected support) rather than the
occurrence count of every 〈domain item, existential probability
value〉-pair. As such, we do not need to keep a tidset for each
distinct 〈domain item, existential probability value〉-pair.

Instead, it is more logical for us to use a tidset for each
domain item x—than 〈x, existential probability〉-pairs—in
our proposed algorithm. Specifically, we augment to each

tidset (for x) the corresponding existential probability values
associated with x in the transactions.

2) Computation of the Expected Support of Singleton Fre-
quent Patterns: Recall that, when mining precise data, one
can compute the actual support of an item x by knowing the
cardinality of tidset(x) because the actual support of x counts
the number of transactions in which x occurs. However, the
expected support of x cannot be obtained by the cardinality of
the augmented tidset augtidset(x) of x. The reason is that, for
precise data, each occurrence of x leads to an increment of 1 to
its support count; for uncertain data, each occurrence of x does
not lead to an increment of 1 to its expected support value. An
item x may occur twice, but if its existential probability is low,
then its expected support may be lower than another item y
that only occurs once but has high existential probability
(e.g., x:0.1 appearing twice leads to expSup(x)=0.2 < 0.5
=expSup(y) for y:0.5 appearing only once).

For uncertain data, existential probability of x (instead of its
occurrence) contributes to its expected support value. Hence,
we compute the expected support of an item x by summing its
existential probability:

expSup(x) =
∑
ti

P (x, ti) (12)

where P (x, ti) is a part of every tuple in augtidset(x), i.e.,
〈ti:P (x, ti)〉 ∈ augtidset(x).

3) Computation of the Expected Support of Non-singleton
Frequent Patterns: Once we computed the expected support of
singleton patterns and found the frequent ones, we then exam-
ine how to generate candidate patterns of higher cardinalities
(e.g., k-itemsets consisting of k items each)? Recall that, when
mining precise data, one can generate candidate k-itemsets
(say, α ∪ {x, y}, or αxy for short) by intersecting the tidsets
of two frequent (k−1)-itemsets, i.e., tidset(αx)∩ tidset(αy).
However, when mining uncertain data, applying a similar ap-
proach that expSup(αxy}) = |augtidset(αx)∩augtidset(αy)|
may lead to incorrect results because augtidset(Z) of any
itemset Z is a set of 〈ti:expSup(Z, ti)〉-pairs (instead of
a set of just ti). Intersecting the two augmented tidsets is
more restrictive than what we want. Note that intersecting the
two augmented tidsets returns those transactions containing
αx = αy and having the same existential probability value.
However, what we want are transactions containing both
αx and αy regardless of their existential probability values.
Hence, it is better to generate candidates by intersecting only
the tidset components of the augmented tidsets. The above
approach partially solves the problem. Specifically, it gives the
intended set of transaction IDs for the intersection. However,
it may still lead to inaccurate expected support value for the
resulting candidate.

To completely solve the aforementioned problem, we gener-
ate a candidate k-itemset by intersecting tidsets of a frequent
(k − 1)-itemset and a frequent 1-itemset, as shown below:

augtidset(αxy) = {〈ti:expSup(αxy, ti)〉} (13)
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where

expSup(αxy, ti) = expSup(αx, ti)× P (y, ti) (14)

such that
• 〈ti:expSup(αx, ti)〉 ∈ augtidset(αx), and
• 〈ti:P (y, ti)〉 ∈ augtidset(y).

To generalize, we can then compute the expected support of
X as follows:

expSup(X) =
∑
ti

expSup(X, ti) (15)

=
∑
ti

∏
x∈X

P (x, ti) (16)

such that 〈ti:expSup(X, ti) ∈ augtidset(X).
As summary, in this section, we pointed out three issues

related to handling uncertain data, and we provided the fol-
lowing solutions to each of these issues:

1) To represent the UDB that contains these existential
probability values, we augmented to each tidset(x)
the corresponding existential probability value P (x, ti)
associated with x in the transaction ti.

2) To compute the expected support of a singleton pat-
tern x, we computed the expected support expSup(x)
of an item x by summing its existential probabil-
ity: expSup(x) =

∑
ti
P (x, ti) where 〈ti:P (x, ti)〉 ∈

augtidset(x).
3) To generate candidate patterns of higher cardinali-

ties (e.g., k-itemsets consisting of k items each),
we generated a candidate k-itemset α ∪ {x, y} by
intersecting tidsets of a frequent (k − 1)-itemset
α ∪ {x} and a frequent 1-itemset {y}. Moreover,
from augtidset(α ∪ {x, y}), we computed the ex-
pected support expSup(α ∪ {x, y}) of (α ∪ {x, y}) by
expSup(α ∪ {x, y}) =

∑
ti

∏
z∈α∪{x,y} P (z, ti) where

〈ti:expSup(α ∪ {x, y}, ti)〉 ∈ augtidset(α ∪ {x, y}).
In other words, we performed the following steps when
handling uncertain data:

1) We push uncertain mining inside the frequent pattern
mining process by first building an augmented tidset for
each domain item x to capture
• every transaction ti that contains x and
• its existential probability P (x, ti) in that transaction.

2) Then, the expected support of a pattern X was com-
puted by summing the expected support of X over all
transactions in augtidset(X).

3) If expSup(X) meets the user-specified threshold
minsup, then X is frequent; otherwise, X is pruned
as an infrequent pattern.

4) Candidate k-itemsets are generated by intersecting the
tidsets of frequent (k−1)-itemsets with those of frequent
1-itemsets.

5) Repeat Steps 2–4 until no more candidate k-itemsets can
be generated (i.e., no more frequent k-itemsets can be
discovered).

B. Big Uncertain Data Mining

To extend the above procedure for handling uncertain data,
we handle big data by using the Spark-based approach.

1) Algorithmic Overview: We scan the original database
once and convert it into vertical representation. The algo-
rithm only keeps track of items exist in transactions. In
order to form new itemset, we intersect two vectors hav-
ing those entries that have the same transaction IDs. For
instance, when forming the vector ~ab, we intersect vec-
tor ~a = 〈a, (t1, 0.1), (t2, 0.2), (t3, 0.3)〉 with vector ~b =
〈b, (t1, 0.2), (t2, 0.3)〉. We eliminate (t3, 0.3) in vector ~a as
it cannot find any matching transaction ID in vector ~b. As the
result, we have 〈ab, (t1, 0.1×0.2), (t2, 0.2×0.3)〉. We observe
that the following two key matching behaviors:
• The item key need to be matched.
• The transaction IDs have to be matched.

Hence, in our proposed PP-UV-Eclat algorithm, the key of the
mapped record becomes “item|transactionID”. Consequently,
it reduces the phase to map not only the item keys but
also transaction IDs. Hence, this algorithm first convert orig-
inal data to be the format in 〈item|transactionID, value〉.
In the reduce phase, it collects data with the same key of
“item|transactionID” and performs the multiplication.

For the way forming new candidates, we find the last
entry of b and then base on the position of b presented in
{a, b, c, d, e}, we find the subset of {c, d, e}. The candidate 3-
itemsets generated from ab are formed by doing concatenation
of ab with one of {c, d, e}. As the result, we get candidates
of {abc, abd, abe}. We observe that the key matching process
of the map-reduce behavior in PP-UV-Eclat is in transaction
level.

Items are stored in a trie structure so as to speed up the
search. Only frequent nodes continue to expend for next level’s
examinations. One of the main advantage of using a trie
structure is that it can reduce candidate generation range.

As we try to match item key and transaction ID when doing
reduce operation, the map key needs to contain item key and
transaction ID. In addition, we need to store the support value
on the corresponding the item and the specific transaction, this
value is stored in the mapped key. Hence, the format of the
key is like “itemKey|transactionID|supportValue”.

We store a trie as the value of the mapped record. Each
mapped record represent a node in the trie structure and each
trie structure only represents a transaction. Thus, the value of
each mapped record contains potential suffix items. Here, each
suffix item not only contains the singleton but also its support
value in the corresponding transaction. There is a “remap”
process in each mining process. The “remap” process is as
follow:
• Form new key by concatenating item key with each of

suffix item,
• multiply the support value with each of uncertain value

of each suffix item.
The potential suffix singletons with their support values are
store in the mapped value in the mapped record. For example,
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the value for node a is (b:0.8, c:0.7, d:0.6). Notice that the
node d has empty set in the mapped value because no item is
after item d. In order to generate the next level of candidates,
our algorithm concatenates the item key with each of suffix
items. The support value for the new candidate in the current
transaction is calculated by multiplying the support value with
the uncertain value of the suffix item. For example, node a
generates the following 3 nodes for next level because there
are 3 suffix items in the mapped value:
• {a, b}, with its support value 0.8× 0.8 = 0.64;
• {a, c}, with its support value 0.8× 0.7 = 0.56; and
• {a, d}, with its support value 0.8× 0.6 = 0.48.

The suffix items for the each node are items after the visited
item. For example, the suffix items for {a, b} are (c:0.7, d:0.6),
the suffix items for {a, c} are (d:0.6), and no suffix item for
{a, d}.

To calculate the total frequency of the itemset, we expand
each node to generate candidates and calculate their support
values for specific transactions during the “remap” process. In
order to calculate the final support values for the candidates,
we require the other “remap” process. We observe that each
mapped key contains the itemset key, transaction ID and
its support value. To get the final support value, we need
to sum up these values with the same itemset key. This
means that we need one more map-reduce process to conduct
this calculation. First of all, we need to build up the other
resilient distributed dataset (RDD) which is with the format
of (itemsetKey, supportValue). We can get all these from just
mapped key from RDD we just created before. Simply, we
calculate the final support value in the reduce process.

2) Details: PP-UV-Eclat first reads each transaction of
original database. When reading each transaction, it constructs
tree projection for the first level. Each node becomes the
mapped data. As this is for the level 1 data, the trie is only
expanded to 1 level below “NULL” node. The value of each
mapped record contains potential suffix items for the other
level of expansion. After expansion is done, the next operation
is frequency examination. This through the other map-reduce
operation. First, the algorithm goes over each mapped key and
put item key as new key, and support value as the new value. In
the reduce phase, it sums up the frequency in all transactions.
The final support values are compared with minimum support
threshold. Only frequent items are kept in L and Lk.

After vertical data conversion, each node is free to expand.
From the mapped key, we extract the current itemset, support
value and transaction ID. The value of the mapped record is a
list of nodes that each of them are potential suffix singletons
with its support value in the current transaction. The tree
expansion is to concatenate the current itemset with each item
in the list. This new candidate is then verified by a pruning
process with the input of Lk−1. If this candidate passes the
examination of the pruning process, the new support value is
then calculated by multiplying the current support value with
the support value in a node in the list. The new candidate, the
new support value and the current transaction ID together form
the new mapped key. The new value of the mapped record is

the list from the one after the current visited node until the end
of the list. After this tree expansion, all these candidate nodes
are generated. We still need to utilize map-reduce operation
to conduct frequency examination. First, through the “map”
process, we extract candidate itemset and its support value
from the mapped records formed previously. Second, through
the reduce process, the algorithm sums up all support value and
form the final output format of (itemset, value). In between,
the value of this mapped record is compared with minimum
support threshold. Only ones that are large than minimum
support threshold are kept. These data are then kept in Lk.

Once the frequent itemsets are found, our algorithm runs a
post-processing step so that privacy is preserved.

C. Privacy-Preserving Mining

So far, we have described how our PP-UV-Eclat algorithm
mines frequent patterns from uncertain data in Section III-A.
Specifically, PP-UV-Eclat captures an existential probability
value of uncertain data associated with each item. It then com-
putes the expected support of any singleton frequent pattern by
summing its existential probability values over all transactions.
It finds frequent k-itemset by intersecting tidsets of its related
(k − 1)-itemset and 1-itemset. The corresponding expected
support can be computed by multiplying their expected support
values. With big data, our PP-UV-Eclat algorithm applies the
MapReduce technqiue in an Apache Spark environment as
described in Section III-B. With that, we found all frequent
patterns.

After finding all frequent patterns, our PP-UV-Eclat algo-
rithm then applies a post-processing step to ensure that pri-
vacy is preserved. More specifically, the algorithm introduces
statistical noise and probability to mask the true values. By
doing so, we protect privacy by providing users with privacy-
preserving mining and publishing. Here, we allow user to
express their level of preferred privacy:
• k-anonymity
• l-diversity
• t-closeness

Depending on the user preference, our PP-UV-Eclat algorithm
ensures the mining results satisfy the user specified level of
preferable privacy by introducing sufficient noise to blur the
sensitivity of the returned frequent itemsets. For instance,
when user selects k-anonymity, for each combination of key-
attribute values, we pad max{k − p, 0} “noisy” itemsets
(where p is the number of mined frequent itemsets) for that
combination. Similarly, when user selects l-diversity, for each
sensitive attribute, we pad max{l − p, 0} well-represented
frequent itemset values (where p is the number of mined
frequent itemsets) for that attribute.

IV. EVALUATION

First, we evaluated our PP-UV-Eclat algorithm with the hor-
izontal big data mining algorithm (say, a MapReduce version
of U-Apriori [16]). We ran both algorithms in Spark, which
mainly handles big data and enable in-memory computation.
As most of data are stored on the hard disk in each worker in
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the master-worker environment. Most of in-memory computa-
tions happen in “map” and “reduce” processes. Each worker
fetches data from its hard disk or from shuffles and then build
RDD in memory. If the RDD cannot fit into memory, it will
store them in temperate hard disk storage and bring them to
main memory again when there are room available in main
memory.

A. Analytical evaluation

In this memory usage evaluation, we examined the process
on each algorithm that consumes the most memory usage.
Specifically, we count how many nodes each algorithm create
for its peak time (the time that the algorithm consumes the
most memory). We find out that the reduce phase on each
algorithm create nodes that at most the number of total trans-
actions. We find out that the peak time for each algorithm is the
mapping process on generating candidates. For this evaluation,
we use the worst-case scenario approach to exanimate memory
usage. We use m to denote the total number of items, k denote
the current level of candidates. Then, the total number of nodes
in the mapping phase of MR-U-Apriori is:

k∑
j=1

m∑
i=1

2(m− j + 1− (i− 1))

=

k∑
j=1

m∑
i=1

2(m− j − i+ 2) (17)

In contrast, as PP-UV-Eclat is based on the current level of
itemsets to generate the next level candidates, the total number
of nodes in the mapping phase of our PP-UV-Eclat is much
smaller, as follows:

m∑
i=1

(m− k + 1− (i− 1))

=
m∑
i=1

(m− k − i+ 2) (18)

B. Experimental evaluation

In addition, experimental evaluation was also conducted.
The result shows that the runtime decreased with an increase
of minsup for two datasets. See Fig. 1.

V. CONCLUSIONS

In this paper, we presented a privacy-preserving item-centric
mining algorithm called PP-UV-Eclat for finding frequent
patterns from big uncertain data in the Apache Spark envi-
ronment. Both analytical and experimental evaluation results
show its effectiveness and practicality.

As ongoing and future work, we are continuing to conduct
more extensive evaluation and explore ways to push the
privacy-preserving mining and publishing step from the post-
processing step to intermediate processing & mining step so
as to further speed up the privacy-preserving frequent pattern
mining process.

Fig. 1. Evaluation of PP-UV-Eclat: runtime vs. minsup.

ACKNOWLEDGMENT

This project is partially supported by the following funding
agencies:

1) Natural Sciences and Engineering Research Council
(NSERC) of Canada; as well as

2) University of Manitoba, Canada.

REFERENCES

[1] S. Abbady, C. Ke, J. Lavergne, J. Chen, V. V. Raghavan, and R. Benton,
“Online mining for association rules and collective anomalies in data
streams,” in IEEE BigData 2017, pp. 2370-2379.

[2] C. C. Aggarwal, “A general survey of privacy-preserving data mining
models and algorithms,” in Privacy-Preserving Data Mining: Models and
Algorithms, pp. 11-51, 2008.

[3] C. C. Aggarwal, Y. Li, J. Wang, and J. Wang, “Frequent pattern mining
with uncertain data,” in ACM KDD 2009, pp. 29-37.

[4] R. Agrawal and R. Srikant, “Fast algorithms for mining association rules
in large databases,” in VLDB 1994, pp. 487-499.

[5] B. Akil, Y. Zhou, and U. Rhm, “On the usability of Hadoop MapReduce,
Apache Spark & Apache flink for data science,” in IEEE BigData 2017,
pp. 303-310.

[6] N. Alkhamees and M. Fasli, “Event detection from social network
streams using frequent pattern mining with dynamic support values,”
in IEEE BigData 2016, pp. 1670-1679.

[7] E. Baralis, A. D. Valle, P. Garza, C. Rossi, and F. Scullino, “SQL versus
NoSQL databases for geospatial applications,” in IEEE BigData 2017,
pp. 3388-3397.

[8] T. Bernecker, H. Kriegel, M. Renz, F. Verhein, and A. Zuefle, “Proba-
bilistic frequent itemset mining in uncertain databases,” in ACM KDD
2009, pp. 119-127.

[9] K. Bierzynski, A. Escobar, and M. Eberl, “Cloud, fog and edge:
cooperation for the future?” in FMEC 2017, pp. 62–67.

[10] P. Braun, A. Cuzzocrea, F. Jiang, C. K. Leung, and A. G. M. Pazdor,
“MapReduce-based complex big data analytics over uncertain and
imprecise social networks,” in DaWaK 2017, pp. 130-145.

[11] P. Braun, A. Cuzzocrea, C. K. Leung, A. G. M. Pazdor, and J. Souza,
“Item-centric mining of frequent patterns from big uncertain data,” in
KES 2018, pp. 1875-1884, 2018.

[12] M. Cannataro, A. Cuzzocrea, and A. Pugliese, “A probabilistic approach
to model adaptive hypermedia systems,” in WebDyn 2001, pp. 50–60.

[13] J. S. Challa, P. Goyal, S. Nikhil, A. Mangla, S. Balasubramaniam, and N.
Goyal, “DD-Rtree: a dynamic distributed data structure for efficient data
distribution among cluster nodes for spatial data mining algorithms,” in
IEEE BigData 2016, pp. 27-36.

[14] D. Chen, S. L. Sain, and K. Guo, “Data mining for the online retail
industry: a case study of RFM model-based customer segmentation using
data mining. Journal of Database Marketing and Customer Strategy
Management 19(3), pp. 197-208, 2012.

5109



[15] R. Chen, N. Mohammed, B. C. Fung, B. C. Desai, and L. Xiong,
“Publishing set-valued data via differential privacy,” in PVLDB 4(11),
pp. 1087-1098, 2011.

[16] C. Chui, B. Kao, and E. Hung, “Mining frequent itemsets from uncertain
data,” in PAKDD 2007, pp. 47-58.

[17] C. Clifton, “Privacy metrics,” in Encyclopedia of Database Systems,
pp. 2137-2139, 2009.

[18] A. Cuzzocrea, G. Fortino, and O. Rana, “Managing data and processes
in cloud-enabled large-scale sensor networks: state-of-the-art and future
research directions,” in CCGRID 2013, pp. 583-588.

[19] A. Cuzzocrea, G. M. Grasso, F. Jiang, and C. K. Leung, “Mining
uplink-downlink user association in wireless heterogeneous networks,”
in IDEAL 2016, pp. 533-541.

[20] A. Cuzzocrea, C. K. Leung, and R. K. MacKinnon, “Mining constrained
frequent itemsets from distributed uncertain data,” Future Generation
Computer Systems 37, pp. 117-126, 2014.

[21] J. Domingo-Ferrer, “k-anonymity,” in Encyclopedia of Database Sys-
tems, p. 1585, 2009

[22] C. Dwork, “Differential privacy,” in ICALP 2006, Part II, pp. 1-12.
[23] B. C. M. Fung, K. Wang, R. Chen, and P. S. Yu, “Privacy-preserving

data publishing: a survey of recent developments,” 42(4), art. 14, 2010.
[24] S. Gholamian, W. Golab, and P. A. S. Ward, “Efficient incremental data

analytics with Apache Spark,” in IEEE BigData 2017, pp. 2859-2868.
[25] P. Goyal, J. S. Challa, S. Shrivastava, and N. Goyal, “AnyFI: an anytime

frequent itemset mining algorithm for data streams,” in IEEE BigData
2017, pp. 942-947.

[26] J. Han, J. Pei, and Y. Yin, “Mining frequent patterns without candidate
generation,” in ACM SIGMOD 2000, pp. 1-12.

[27] Z. Han and C. K. Leung, “FIMaaS: scalable frequent itemset mining-as-
a-service on cloud for non-expert miners,” in BigDAS 2015, pp. 84-91.

[28] J. Heit, J. Liu, and M. Shah, “An architecture for the deployment of
statistical models for the big data era,” in IEEE BigData 2016, pp. 1377-
1384.

[29] K. Jitkajornwanich, P. Vateekul, U. Gupta, T. Kormongkolkul, A. Ji-
rakittayakorn, S. Lawawirojwong, and S. Srisonphan, “Ocean surface
current prediction based on HF radar observations using trajectory-
oriented association rule mining,” in IEEE BigData 2017, pp. 4293-4300.

[30] F. Katsarou, N. Ntarmos, and P. Triantafillou, “Hybrid algorithms for
subgraph pattern queries in graph databases,” in IEEE BigData 2017,
pp. 656-665.

[31] S. Kulcu, E. Dogdu, and A. M. Ozbayoglu, “A survey on semantic Web
and big data technologies for social network analysis,” in IEEE BigData
2016, pp. 1768-1777.

[32] L. V. S. Lakshmanan, C. K. Leung, and R. T. Ng, “Efficient dynamic
mining of constrained frequent sets,” ACM TODS 28(4), pp. 337-389,
2003.

[33] L. V. S. Lakshmanan, C. K. Leung, R. T. Ng, The segment support map:
scalable mining of frequent itemsets. ACM SIGKDD Explorations 2(2),
pp. 21-27, 2000.

[34] E. Leal, L. Gruenwald, and J. Zhang, “Handling uncertainty in tra-
jectories of moving objects in unconstrained outdoor spaces,” in IEEE
BigData 2016, pp. 492-501.

[35] Leung CK. Data and visual analytics for emerging databases. In: EDB
2017. LNEE, vol. 461, pp. 203-213 (2017)

[36] C. K. Leung, “Frequent itemset mining with constraints,” in Encyclope-
dia of Database Systems, pp. 1179-1183, 2009.

[37] C. K. Leung, “Mathematical model for propagation of influence in
a social network,” in Encyclopedia of Social Network Analysis and
Mining, 2e, pp. 1261-1269, 2018.

[38] C. K. Leung, “Mining frequent itemsets from probabilistic datasets,” in
EDB 2013, pp. 137-148.

[39] C. K. Leung, “Mining uncertain data,” WIREs Data Mining and Knowl-
edge Discovery 1(4), pp. 316-329, 2011.

[40] C. K. Leung, “Uncertain frequent pattern mining,” in Frequent Pattern
Mining, pp. 417-453, 2014.

[41] C. K. Leung, D. Deng, C. S. H. Hoi, and W. Lee, “Constrained big data
mining in an edge computing environment,” in BigDAS 2017, pp. 61-68.

[42] C. K. Leung and B. Hao, “Mining of frequent itemsets from streams of
uncertain data,” in IEEE ICDE 2009, pp. 1663-1670.

[43] C. K. Leung, F. Jiang, E. M. dela Cruz, and V. S. Elango, “Association
rule mining in collaborative filtering,” in Collaborative Filtering Using
Data Mining and Analysis, pp. 159-179, 2017.

[44] C. K. Leung, F. Jiang, and A. G. M. Pazdor, “Bitwise parallel association
rule mining for web page recommendation,” in IEEE/WIC/ACM WI
2017, pp. 662-669.

[45] C. K. Leung, M. A. F. Mateo, and D. A. Brajczuk, “A tree-based
approach for frequent pattern mining from uncertain data,” in PAKDD
2008, pp. 653-661.

[46] N. Li, T. Li, and S. Venkatasubramanian, “t-closeness: privacy beyond
k-anonymity and l-diversity,” in IEEE ICDE 2007, pp. 106-115.

[47] A. Machanavajjhala, D. Kifer, J. Gehrke, and M. Venkitasubramaniam,
“L-diversity: privacy beyond k-anonymity,” ACM TKDD 1(1), art. 3,
2007.

[48] S. R. M. Oliveira and O. R. Zaiane, “Privacy preserving frequent itemset
mining,” in IEEE CRPIT 2014, pp. 43-54.

[49] J. Pei, J. Han, H. Lu, S. Nishio, S. Tang, and D. Yang, “H-Mine: hyper-
structure mining of frequent patterns in large databases,” in IEEE ICDM
2001, pp. 441-448.

[50] P. Pirzadeh, M. J. Carey, and T. Westmann, “A performance study of
big data analytics platforms,” in IEEE BigData 2017, pp. 2911-2920.

[51] M. M. Rahman, C. F. Ahmed, C. K. Leung, and A. G. M. Pazdor, “Fre-
quent sequence mining with weight constraints in uncertain databases,”
in ACM IMCOM 2018, art. 48.

[52] B. K. Samanthula, “Privacy-preserving outsourced collaborative frequent
itemset mining in the cloud, in IEEE BigData 2017, pp. 4827-4829.

[53] P. Samarati, “Protecting respondents’ identities in microdata release,”
IEEE TKDE 13(6), pp. 1010-1027, 2001.

[54] S. R. Sarangi and K. Murthy, “DUST: a generalized notion of similarity
between uncertain time series,” in ACM KDD 2010, pp. 383-392.

[55] T. Swearingen, W. Drevo, B. Cyphers, A. Cuesta-Infante, A. Ross, and
K. Veeramachaneni, “ATM: a distributed, collaborative, scalable system
for automated machine learning,” in IEEE BigData 2017, pp. 151-162.

[56] S. K. Tanbeer, C. F. Ahmed, and B. Jeong, “Parallel and distributed
frequent pattern mining in large databases,” in IEEE HPCC 2009, pp.
407-414.

[57] M. Terrovitis, N. Mamoulis, and P. Kalnis, “Privacy-preserving
anonymization of set-valued data,” PVLDB 1(1), pp. 115-125, 2008.

[58] W. Tong, C. K. Leung, D. Liu, and J. Yu, “Probabilistic frequent pattern
mining by PUH-Mine,” in APWeb 2015, pp. 781-793.

[59] Y. Tong, L. Chen, Y. Cheng, P. S. Yu, “Mining frequent itemsets over
uncertain databases,” PVLDB 5(11), pp. 1650-1661, 2012.

[60] T. M. Truta and B. Vinay, “Privacy protection: p-sensitive k-anonymity
property,” in IEEE ICDE 2006 Workshops, paper 94.

[61] M. Vogt, A. Stiemer, and H. Schuldt, “Icarus: towards a multistore
database system,” in IEEE BigData 2017, pp. 2490-2499.

[62] T. Wakabayashi, Y. Kawahata, and A. Ishii, “Analysis of EXILE TRIBE
in the music scene using mathematical model of hit phenomenon,” in
IEEE BigData 2017, pp. 3151-3155.

[63] K. Wang, L. Tang, J. Han, and J. Liu, “Top down FP-growth for
association rule mining,” in PAKDD 2002, pp. 334-340.

[64] O. Yavanoglu and M. Aydos, “A review on cyber security datasets for
machine learning algorithms,” in IEEE BigData 2017, pp. 2186-2193.

[65] M. J. Zaki, S. Parthasarathy, M. Ogihara, and W. Li, “New algorithms
for fast discovery of association rules,” in KDD 1997, pp. 283-286.

[66] K. Zhao, S. Tarkoma, S. Liu, and H. T. Vo, “Urban human mobility data
mining: an overview, in IEEE BigData 2016, pp. 1911-1920.

[67] Y. Zhou, J. Wu, L. Yu, H. Yu, and Z. Tang, “A geohydrologie data
visualization framework with an extendable user interface design,” in
IEEE BigData 2016, pp. 2322-2331.

5110


