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Abstract—Mining massive and high-speed data streams among
the main contemporary challenges in machine learning. This calls
for methods displaying a high computational efficacy, with ability
to continuously update their structure and handle ever-arriving
big number of instances. In this paper, we present a new incre-
mental and distributed classifier based on the popular nearest
neighbor algorithm, adapted to such a demanding scenario. This
method, implemented in Apache Spark, includes a distributed
metric-space ordering to perform faster searches. Additionally,
we propose an efficient incremental instance selection method
for massive data streams that continuously update and remove
outdated examples from the case-base. This alleviates the high
computational requirements of the original classifier, thus mak-
ing it suitable for the considered problem. Experimental study
conducted on a set of real-life massive data streams proves the
usefulness of the proposed solution and shows that we are able to
provide the first efficient nearest neighbor solution for high-speed
big and streaming data.

Index Terms—Apache Spark, big data, data streams, dis-
tributed computing, instance reduction, machine learning, near-
est neighbor.

I. INTRODUCTION

THE massive volume of information gathered by contem-
porary systems became omnipresent, as many research

activities require collecting increasingly huge amounts of
data. For instance, Large Hadron Collider experiments1

generates 30 petabytes of information per year. Potential
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applications for massive data analysis techniques could be
found in each human activity domain. Enterprises would like
to discover interesting client behavior characteristics, e.g.,
on the basis of sensor or Internet data. Works on person-
alized medical treatment for individual patients based on
his/her clinical records, such as medical history, genomic,
cellular, and environmental data may serve as another
example.

We are surrounded by enormous volumes of data arriving
continuously from different sources. Therefore, one may say
that we are living in the big data era. Big data is usually
characterized by the so-called 5V’s (volume, velocity, variety,
veracity, and value), describing its massive volume, dynamic
nature, diverse forms, different qualities, and usefulness for
human beings [1].

In many cases we do not deal with static data collections, but
rather with dynamic ones. They arrive in a form of continuous
batches of data, known as data streams [2]. In such scenarios,
we need not only to manage the volume but also the velocity of
data, thus constantly updating and adapting our learning. To
add a further difficulty, many modern data sources generate
their outputs with very short intervals, thus creating the issue
of high-speed data streams [3].

Massive data must be explored efficiently and converted
into valuable knowledge which could be used by enter-
prises (among others) to build their competitive advantage [4].
However, there exist a considerable gap between contempo-
rary processing and storage capacities, which demonstrates
that our ability to capture and store data has far outpaced our
ability to process and utilize it. Moore’s law says that pro-
cessing capacity double every 18 months, while disk storage
capacity doubles every 9 months (storage law) [5]. This leads
to creation of the so-called data tombs, i.e., volume of data
which are stored but never analyzed. Therefore, we have to
develop dedicated tools and techniques which are able to mine
enormous volumes of incoming data, while additionally tak-
ing into consideration that each record may be analyzed only
once to reduce the overall computing costs [6]. MapReduce
was the first programming paradigm designed to deal with the
phenomenon of big data [7]. Recently, a new large-scale pro-
cessing framework, called Apache Spark [8], [9], is gaining
importance in the big data domain due to its good performance
in iterative and incremental procedures.

Lazy learning [10] (also called instance-based learning) is
considered as one of the simplest, yet most effective schemes
in supervised learning [11]. Here, generalization is deferred
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until a query is made to the case-base. However, as distance
between every pair of cases must be computed (quadratic
complexity), these methods tends to have much slower clas-
sification phase than their counterparts. Furthermore, lazy
learners, as k-nearest neighbor (k-NN), tend to accumulate
instances from data streams, thus leading to using data related
to the outdated concepts may for the decision-making process.
As of these reasons lazy learning has not been widely used in
streaming environments in spite of its attractive properties.

Data reduction techniques may be applied to improve the
performance of lazy learners [12]. Concretely, instance selec-
tion techniques can be very effective as they reduce the total
number of samples stored in the case-base and therefore sim-
plify the underlying search space. Search speed may also
be improved by introducing an implicit metric-space order-
ing in the case-base [13] or through other techniques as
locality-sensitive hashing [14].

In this paper, we propose an efficient nearest neighbor solu-
tion to classify high-speed and massive data streams using
Apache Spark. Our algorithm consists of a distributed case-
base and an instance selection method that enhances its
performance and effectiveness. A distributed metric tree has
been designed to organize the case-base and consequently to
speed up the neighbor searches. This distributed tree consists
of a top-tree (in the master node) that routes the searches in
the first levels and several leaf nodes (in the slaves nodes) that
solve the searches in next levels through a completely paral-
lel scheme. Performance is further improved by a distributed
edition-based instance selection method, which only inserts
correct examples and removes the noisy ones. Up to the best
of our knowledge, this is the first lazy learning solution in
dealing with large-scale, high-speed, and streaming problems.

The main contributions of this paper are as follows.
1) Efficient and scalable incremental nearest neighbor clas-

sification scheme for massive and high-speed data
streams.

2) Smart partitioning of the incoming data streams to paral-
lelize the proposed algorithm using Spark environment.

3) Embedded instance selection method with quickly
updated hybrid trees.

4) Comprehensive experimental evaluation of the proposed
methods.

Experimental results performed using several datasets and
configurations show that our proposal outperforms the same
model without edition in terms of accuracy. Our method also
reduces the time spent in the prediction stage and the memory
consumption.

The structure of this paper is as follows. First, the related
works about big data analysis, data stream mining, nearest
neighbor and instance selection are presented in Section II.
Then the proposed solution for Spark architecture is discussed
in Section III. The next section (Section IV) includes results
of experimental investigations. Finally, Section V concludes
this paper.

II. RELATED WORK

This section will provide necessary background on recent
advances in mining massive (Section II-A) and streaming

datasets (Section II-B), with special focus put on nearest
neighbor-based classification approach (Section II-C).

A. Big Data Analytics

Google designed MapReduce [7] in 2003, which is consid-
ered as one of the first distributed frameworks for large-scale
data processing. MapReduce allows for automatically process-
ing data in an easy and transparent way through a cluster of
computers. The user only needs to implement two operators:
1) Map and 2) Reduce. In the Map phase, the system processes
key-value pairs read directly from a distributed file system and
transform them into another set of pairs (intermediate results).
Each node is in charge of reading and transforming a set of
pairs from one or more data partitions. In the Reduce phase,
the key coincident pairs are sent to the same node and merged
to yield the final result through an user-defined function. For
further information about MapReduce and others distributed
frameworks, please check [6].

Apache Hadoop [15], [16] is an open-source implementation
of MapReduce for reliable, scalable, and distributed comput-
ing. Despite its popularity and a number of implemented data
mining algorithms [17], [18], Hadoop is not suitable for many
scenarios, with emphasis on those where there is a need for
explicit data reusage. For instance, online, interactive, and/or
iterative computing [19] are affected by this problem.

Apache Spark [8], [9] is a distributed computing platform
that became one of the most powerful engines developed for
the big data scenario. According to its creators, this plat-
form was designed to overcome the limitations of Hadoop.
In fact, the Spark engine has shown to perform faster than
Hadoop in many cases (up to 100× in memory). Thanks
to its in-memory primitives, Spark is able to load data into
memory and query it repeatedly, making it suitable for iterative
processes (e.g., machine learning algorithms). In Spark, the
driver (the main program) controls multiple workers (slaves)
and collects results from them, whereas worker nodes read
data blocks (partitions) from a distributed file system, perform
some computations and save the result to disk.

Resilient distributed dataset (RDD) is the base structure
in Spark, on which the distributed operations are performed.
A wide variety of operations are offered by RDDs, such
as: filtering, mapping, and joining large data. These opera-
tions are designed to transform datasets by locally executing
tasks within the data partitions, thus maintaining the data
locality. Furthermore, RDDs are a versatile tool that allows
programmers to preserve intermediate results (in memory
and/or disk) in several formats for reusability purposes,
as well as customize the partitioning for data placement
optimization.

Spark also allows us to use the RDD’s API in streaming
environments through the transformation of data streams into
small batches. Spark Streaming’s design enables the same
batch code (formed by RDD transformations) to be used
in streaming analytics, without a requirement for significant
modifications.

For large-scale data mining, several common learning algo-
rithms and statistic utilities were created and packaged into
MLlib [20], [21], the machine learning library of Spark.
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This library gives support to a number of knowledge dis-
covery tasks such as: classification, optimization, regression,
collaborative filtering, clustering, and data preprocessing.

B. Data Stream Mining

Contemporary machine learning problems are often char-
acterized not only by a significant volume of data, but also
by its velocity. Instances may arrive continuously in a form
of a potentially unbounded data stream [22]. This poses new
challenges for learning algorithms, as they must offer adap-
tation mechanisms for ever-growing dataset, being able to
update their structure in accordance with the current state of
a stream [23]. Additionally, new constraints must be taken
into consideration that are not present or not so important
in static scenarios [24]. Learner must have low response and
update times, as new objects must be handled as soon as they
become available. Too long processing would cause a delay, as
stacking arriving objects would only increase with the stream
progress. Furthermore, streaming algorithms must assume lim-
ited storage space and memory requirements. One cannot store
all of objects from a stream, as data volume will continuously
expand [25]. Therefore, objects should be discarded after pro-
cessing and learner must not require an access to previously
seen instances.

Data streams are often characterized by a phenomenon
called concept drift [26], [27]. It can be defined as a change
of characteristic in incoming data over the course of stream
processing.

In streaming environments [2], the incoming objects arrive
sequentially, thus data streams can be processed in two
different operation modes.

1) Chunk (batch), where data arrive in a form of instance
blocks or we collect enough instances to form one.

2) Online, where instances arrive one by one and we must
process them as soon as they become available.

There are several possible approaches to learning from data
streams.

1) Rebuilding the classifier whenever new data becomes
available.

2) Using a sliding window approach.
3) Using an incremental or online learner.
The first of discussed approaches is far from being applica-

ble in a real stream mining environment. Training a new model
whenever a new set of instances arrive would impose pro-
hibitive computational costs and excessive need for a storage
space in order to accommodate the ever-growing size of the
training set. Additionally, during the training process the clas-
sifier would be unavailable for data processing, which would
lead to a significant time delay. These factors force us to design
specialized methods that do not suffer from the mentioned
limitations.

Sliding window-based classifiers were designed primarily
for drifting data streams, as they incorporate the forgetting
mechanism in order to discard irrelevant samples and adapt to
appearing changes [28]. Recent works in this area incorporate
dynamic window size adjustment [29] or usage of multiple
windows [30]. However, we focus on stationary data streams

for which proper and continuous model update is of greater
importance. Therefore, let us discuss in more details the third
group of methods.

Incremental [31] and online [32] learners are such classifiers
that are able to continuously update their structure or decision
boundaries according to incoming new data [33]. Such meth-
ods must meet several requirements, such as processing each
object only once during the course of training, having strictly
limited memory and time consumption, and their training may
be stopped at any time with obtained quality not lower than
the one from corresponding classifier trained with the same
data in a static mode [34]. Main advantages of such methods
lie in their fast and flexible adaptation to new data, as they are
not rebuilt from a scratch every time a new instances become
available. Additionally, once the object has been processed it
can be discarded as it will be of no future use for the clas-
sifier. This significantly reduce the requirements for memory
and storage space. It is worth noticing that some of popu-
lar classifiers can work in incremental or online modes, e.g.,
Naïve Bayes, neural networks, or nearest neighbor methods.
There is also a number of classifiers that have been specif-
ically modified to work with changing streams of instances,
like concept-adapting decision trees [35] or very fast decision
rules [36].

Nearest neighbor algorithms are highly popular in tradi-
tional machine learning, as they offer an easy implemen-
tation and a high efficiency. However, due to their lazy
learning nature and high computational cost they have not
gained significant attention in the domain of data stream
analysis [37], [38], especially, when instances arriving with
high speed are considered. Let us now review the most popular
approaches for speeding-up this classifier.

C. Speeding-Up Nearest Neighbor Searches

The k-NN [39] is an intuitive and effective nonparametric
model used in many machine learning problems and can be
considered as one of top-ten most influential algorithms in
data mining [40]. Nevertheless, k-NN is also a time-consuming
method that requires all the training instances to be stored
in memory, in order to compute the distance measurement
between every pair of instances (quadratic complexity). For
this reason, a linear search becomes impractical when large-
scale problems are faced and/or new examples are constantly
introduced to the case-base.

Many techniques have been proposed to alleviate the
k-NN search complexity. They range from metric trees
(M-trees) [13], which index data through a metric-space order-
ing; to locally sensitive hashing [14], which map (with high
probability) those elements near in the space to the same bins.

M-tree exploit properties such as the triangle inequality to
make searches much more efficient in average, skipping a great
amount of comparisons. M-tree [41] can be considered as one
of the most important and simplest data structure in the space-
indexing domain. Let n be a single node in the M-tree, while
n.lc and n.rc are, respectively, its left and right children. For
each iteration, the algorithm finds two representative points
(called pivots) n.lp and n.rp and the decision boundary L that



This article has been accepted for inclusion in a future issue of this journal. Content is final as presented, with the exception of pagination.

4 IEEE TRANSACTIONS ON SYSTEMS, MAN, AND CYBERNETICS: SYSTEMS

Fig. 1. Partitioning scheme in an M-tree.

goes through the midpoint mp between the set of points to
partition. Next, every point to the left of mp is assigned to
n.lc, and every point to the right to n.rc (see Fig. 1). This type
of partitioning implies nodes are disjoints and no information
is shared between them.

When searching in an M-tree, the algorithm descends
through the structure by choosing the nearest node in each
level, discarding every node that are not within the searching
distance. M-tree may “backtrack” in case that some branches
of the tree have remained unpruned. It is done to assure the
correctness of the query.

The tedious backtracking process can be skipped if some
overlap is allowed between the nodes. Spill trees [41] allow
overlapping by introducing a new variable called overlap
buffer. This buffer represents the common area between two
overlapping nodes and allows two nodes to have repeated
examples. No backtrack is needed in these trees, however,
at the cost of introducing potential redundancy. The overlap
buffer is estimated by computing the distance (averaged over
every instance in the training set) between every example and
their nearest neighbors.

The search process in spill trees is thus much more natural,
allowing to use defeatist search with the aid of the buffer.
It uses a direct descend in the tree without backtracking.
In practice a combination of spill trees and M-trees can be
used making a distinction between overlap (nonbacktracked)
and nonoverlap (backtracked) nodes. An example of hybrid
structures are hybrid spill trees [41].

Most of M-trees are designed to be run sequentially in a
single machine and their adaptation to distributed platforms
poses a major difficulty. In [42], a distributed version of a
metric tree is presented. The authors propose to maintain one
top-tree in the master node that route the elements in the first
levels. Once the elements have been mapped to the leaves a
set of distributed subtrees performs searches in parallel. The
idea behind is that the top-tree and the subtrees act like a com-
plete metric tree, but in a fully distributed way. Tornado [43]
is another distributed stream processing system that focus on
spatio-textual queries. This framework eliminates redundant
textual data by using deduplication and fusion of information.
In their recent work Maillo et al. [44] proposed an efficient
k-NN classifier for massive datasets using Apache Spark archi-
tecture. The main difference between their proposal and one
described here is the nature of analyzed data. Their approach
is suitable for massive, yet static datasets and was optimized in
order to provide fast calculation of a high number of distances.
Our method is suitable for massive, yet streaming data, being

able to work in an online mode and with high-speed data
streams.

Apart from using special indexing methods, k-NN searches
can be speed-up through the application of data preprocessing
techniques [12]. These solutions are aimed at reducing the size
of datasets in both dimensions (instances and features), while
maintaining the original data structure.

Along with feature selection, instance selection is consid-
ered as one of the most efficient ways of data reduction.
They aim at finding such a reduced dataset that allows to
train a model without a performance loss. In many cases, the
model can even be more precise due to its simpler structure
(Occam’s razor principle). Nevertheless, the selection of rele-
vant instances is not a trivial task since a pairwise comparison
between each instance must be performed.

Depending on the type of search implemented, instance
selection methods could be classified into three categories:
1) condensation (aiming at only retaining boundary points
that are close to the borders); 2) edition (aiming at remov-
ing noisy boundary points); or 3) hybrid methods (combining
the two previous approaches by removing both internal and
border points).

Most of instance selection methods described in the lit-
erature explicitly or implicitly exploit the k-NN technique
to obtain the set of relevant instances [12]. Here, the set
of neighbors is being used to decide if the given instance
is relevant, redundant, or noisy according to a determined
criterion. Classical selection methods as reduced-NN, edited-
NN (ENN), or condensed-NN, make use of NN technique
to evaluate instances. However, there are many other selec-
tion algorithms that use other measures as accuracy, retrieval
frequency, or competence. For instance, the iterative case filter-
ing (ICF) method removes those instances whose reachability
(instances that are correctly solved by a given element) is less
than its coverage (instances that correctly solved a given ele-
ment). However, it is worth noticing that ICF launches ENN
to remove noisy instances at the beginning.

Relative neighborhood graph edition (RNGE) algo-
rithm [45] is considered as one of the most accurate methods
according to the experiments performed in [12]. In RNGE, the
neighbors of an instance are determined by a special proximity
graph called relative neighborhood graph. Two points are con-
sidered as neighbors in the graph if there exist a connecting
edge between them. The rule that determines this association
is defined as follows: there exist an edge between two given
points if there does not exist a third point that is closer to any
of them than they are to each other. After building a graph
the algorithm removes those instances misclassified by their
neighbors (majority voting). RNGE is characterized by a low
computational complexity, since the graph can be constructed
efficiently in O(n log(n)) time [46].

III. DS-RNGE: SPARK-BASED INSTANCE SELECTION

FRAMEWORK FOR NEAREST NEIGHBOR STREAM MINING

In this section, we present a lazy learning solution for mas-
sive and high-speed data streams. The proposed algorithm
(DS-RNGE) consists of a distributed case-base and an instance
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selection method that enhances its performance and effective-
ness. Our case-base is structured using a distributed metric
tree, which is entirely maintained in memory to expedite
further neighbor queries. Note that our complete scheme is
based in-memory primitives from Spark, not only the neigh-
bor queries. The source code of the complete project can be
found in: https://github.com/sramirez/spark-IS-streaming.

DS-RNGE proceeds in two phases for each newly arrived
batch of data.

1) An edition/update phase aimed at maintaining and
enhancing the case-base.

2) A prediction phase that classifies new unlabeled data.
Both phases require fast neighbor queries to accomplish

their aims. To deal with this problem, we propose a smart
partitioning of the input space in which each subtree queries
only a single space partition. This scheme will allow us to
parallelize the querying process across the cluster.

A single top-level tree is maintained in the master node to
route the elements in the first levels, where the partitioning is
still coarse-grained. For each instance, the nearest element in the
leaves of the top-tree is returned. The correspondence between
leaf nodes and subtrees determines the local tree where the
query will be performed (see Section II-C for further details).

As mentioned before, hybrid spill trees use backtracking
and redundancy to deal with classification in borders. This
implies a cost in time and memory that is far from acceptable
in streaming applications. Our idea is to allow classification
errors near borders in order to increase the computational effi-
ciency. When the number of elements is much greater than
the number of partitions, the number of instances with neigh-
bors in a different partition and the classification error derived
from this phenomenon become negligible. Defeatist search is
used as reference for our model because of its outstanding
performance.

Since an ever-growing and noisy case-base is unaccept-
able, our approach uses a custom-designed instance selection
method. A improved local version of RNGE has been applied
to control the insertion and removal of noisy instances. The
original method has been redesigned for incremental learn-
ing from data streams. For each incoming example, a relative
graph is built around the instance and a subset of its neigh-
bors. The local graphs are then used to edit the case-base by
deciding what instances should be inserted, removed or left
untouched. As every step in this process is performed locally,
the communication overhead is negligible.

DS-RNGE manages the following parameters.
1) nt: Number of subtrees and number of leaf nodes in the

top-tree.
2) ks: Number of neighbors used to build the local graphs

(instance selection phase).
3) kp: Number of neighbors used in the prediction phase.
4) ro: Indicates whether removal of examples should be

performed or not.
Although edition in our system is guided by a class

information, the resulting case-bases can be employed in
other learning processes with tangible benefits. For instance,
polished case-bases can work with semi-supervised or
clustering [47], [48] problems. In general, noise removal should

ease learning in other family of classifiers, like decision trees
or statistical-based learners. As future work, we will study the
effect of case-base edition on other classification methods.

In the following sections, we present the different
procedures involved in DS-RNGE. First, we describe
the first steps to initialize the distributed case-base
(Section III-A). Afterward, the editing/updating process is
presented (Section III-B). Here, we present details of insertion
and deletion of examples in the tree. Finally, in Section III-C
we describe the prediction phase.

A. Initial Partitioning Process

The first step in our system consists of building a distributed
metric tree formed by a top-tree (in the master machine) and a
set of local trees (in the slave machines). This distributed tree
will be queried and updated during next iterations with incom-
ing batches of data. From the first batch we take a sample of nt
instances to build the main tree. The sampled data should be
small enough to fit in a single machine and should maximize
the separability between examples to avoid overlapping in the
future subtrees. The nt parameter is normally set to a value
equal to the number of cores in the cluster. By doing so our
algorithm is able to fully exploit the maximum level of paral-
lelism in any stage. The routing tree is created following the
standard procedure presented in [41], where upper and lower
bounds are defined to control the size of nodes.

Once the top-tree is initialized, it is replicated to each
machine and one subtree per leaf node is created in the slave
machines (see line 7 of the pseudocode). Then, every element
in the first batch is inserted in the subtrees by following these
steps.

1) For each element, the algorithm searches the nearest leaf
node in the top-tree. According to the correspondence
between leaf nodes and subtrees we can determine to
which subtree each element will be sent. This process
is performed in a Map phase.

2) The elements are shuffled to the subtrees according to
their keys. Each subtree gets a list of elements to be
inserted.

3) For each subtree all received elements are inserted to
the tree in a local way. This process is performed in a
Reduce phase.

Note that the partitions/subtrees derived from this phase
will be maintained during the complete process for reusabil-
ity purposes, so that only the arriving instances will be moved
across the network in each iteration. Algorithm 1 explains this
procedure in detail using a MapReduce syntax.

B. Updating Process With Edition

When a new batch of data arrives, we need to start the
updating process with edition. This is aimed at inserting new
instances, as well as removing those that became redundant
over time. At first, the algorithm computes which subtree each
element falls into, following the same process described in the
previous section. Once all instances are shuffled to subtrees,
a local nearest neighbor search for each element is started in
corresponding subtrees.

https://github.com/sramirez/spark-IS-streaming
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Algorithm 1 Initial Partitioning Process
1: INPUT: data, nt
2: // data is the input dataset
3: // nt Number of leaf trees to be distributed across the nodes
4: sample = smartSampling(data)
5: topTree = In the master machine, build the top M-tree

using sample and the standard partitioning procedure
explained in [41]. It will be replicated to every slave
machine.

6: For each leaf node in the topTree, one subtree is created in
a single slave machine. The resulting set of trees (stored as
an RDD) is partitioned and cached for further processing.

7: mapReduce e ∈ data
8: Find the nearest leaf node to e in topTree, and outputs

a tuple with the tree’s ID (key) and e (value). (MAP)
9: The tuple is sent to the correspondent partition and

attached to the subtree according to its key. (SHUFFLE)
10: Combine all the elements with the same key (tree ID)

by inserting them into the local tree. (REDUCE)
11: Return the updated tree.
12: end mapReduce

After obtaining neighbors the instance selector creates
groups, where each one is formed by a new element and
its neighbors. Then, local RNGE is applied on each group
(as explained in Algorithm 3). The idea behind that is to
build a local graph around each group and through this graph
to decide what kind of action to perform on each element
(insertion, removal, or none). New examples can be inserted
or not, whereas old examples (neighbors) can be removed or
maintained.

Since each graph has only a narrow view of the case-base,
the set of neighbors that can be removed has been limited to
those that share an edge with the new element. Removal of
old examples can be controlled through the binary parameter
ro. If activated, the removal may cause a drop in the overall
accuracy but the prediction process will run faster because
of the reduced size. Note that the insertion process is exact
in most of cases since the new elements are in the center
of the graph and a suitable number of neighbors (a default
value of 10) is enough to find their edges. The number of
neighbors for graph construction can be controlled through
the ks parameter. The greater the value of ks, the more precise
and the slower is the removal.

Once decisions for each element are taken we perform inser-
tions and removals locally in the subtrees in the same reduce
phase. Notice that by doing so the neighbor query and the
editing process are both performed in the same MapReduce
process, thus reducing the communication overhead. The
complete editing process is described in Algorithm 2.

Fig. 2 illustrates all the steps involved in DS-RNGE for one
training iteration (one batch). The first part shows how the top-
tree is built with two examples: e1 and e2. Once the main tree
is built one subtrees per element in the leaves is created in
the slave nodes. Every element is also inserted in its local
subtree. In the second phase a new element e3 arrives at the

Algorithm 2 Updating Process With Edition
1: INPUT: query, ks, ro
2: // query is the data to be queried
3: // ks represents the number of neighbors to use in the

instance selection phase.
4: // ro indicates whether to remove old noisy examples or

not.
5: mapReduce e ∈ data
6: Find the nearest leaf node to e in topTree and outputs

a tuple with the tree’s ID (key) and e (value). (MAP)
7: The tuple is sent to the correspondent subtree according

to its key. (SHUFFLE)
8: neighbors = the standard M-tree search process is

launched for each element in its local subtree in order to
retrieve the ks-neighbors of e. The output will consist of
a tuple with e (key) and a list of its ks-neighbors (value).
(REDUCE)

9: edited = apply the local RNGE algorithm (Algorithm 3)
to each tuple in neighbors. The output consist of the
insertion/removal decision for each element.

10: if ro == true then
11: Removed old noisy instances in edited from the tree.
12: end if
13: Add new correct instances in edited to the tree.
14: Return the updated tree.
15: end mapReduce

Algorithm 3 Local RNGE
1: INPUT: e, ne
2: // e incoming example
3: // ne set of neighbors for e
4: Compute the local RNGE graph using e and ne following

the procedure detailed in [46].
5: Mark e to be added iff most of its graph neighbors agree

with its class
6: for en ∈ ne do
7: if en is a graph neighbor of e and most of en’s graph

neighbors do not agree with its class then
8: Mark en to be removed
9: end if

10: end for

top-tree. The top-tree routes the search to the first partition,
where the element is sent to perform a neighbor search. This
search will allow to decide if the element should be inserted or
not. Let suppose that the edition method decides the insertion
is suitable according to its nearest neighbor (1-NN) (in this
case, e1). The insertion is then fully local, as the element has
been already sent to the correspondent node and partition. The
removal process performs the same operations but removing
those cases that do not agree with the edition results. In this
case, the decision for e1 is to remain unchanged.

Within the edition process, local construction of graphs and
subsequent filtering is depicted in Fig. 3. In this graphic a new
example from class A (dashed point) arrives to a given par-
tition (Algorithm 2). From the set of points in that partition,
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Fig. 2. Flowchart describing initialization, searching, and insertion processes in DS-RNGE.

Fig. 3. Local graph edition for each new example. Class A is colored in red
and class B in blue.

ks = 4-NN (thick circles) are selected from the pool to con-
struct the graph shown in step 2. Note that graphs are built
independently from other cases in the partition. Lastly, removal
decisions are made according to the connections between
neighbors. In our example, the dashed example is not inserted
in the case-base since most of its edge-neighbors do not agree
with its class. As there are no more agreements between nodes,
no additional removals are conducted.

C. Prediction Process

Classification process is an approximate function that is
started when new unlabeled data arrive at the system (see
Algorithm 4). For each element the algorithm searches for the
nearest leaf node in the master node and shuffles the elements
to the slave machines. Next, the standard M-tree search process
is used to retrieve the kp-neighbors of each new element. For
each group, formed by a new element and its neighbors, the
algorithm predicts the element’s class by applying the majority
voting scheme to its neighbors. Notice that the query and the
prediction are both performed in the same MapReduce phase
as in the edition process.

IV. EXPERIMENTAL STUDY

In order to evaluate the proposed methods, we have designed
a thorough experimental study with the following goals in
mind.

1) To evaluate the quality and performance of DS-RNGE
versus the base model without edition, as well as

Algorithm 4 Prediction Process
1: INPUT: query, kp
2: // query is the data to be queried
3: // kp represents the number of neighbors for predictions.
4: mapReduce e ∈ data
5: Find the nearest leaf node to e in topTree and outputs

a tuple with the tree’s ID (key) and e (value). (MAP)
6: The tuple is sent to the correspondent subtree according

to its key. (SHUFFLE)
7: neighbors = the standard M-tree search process is

launched for each element in its local subtree in order to
retrieve the ks-neighbors of e. The output will consist of
a tuple with e (key) and a list of its ks-neighbors (value).
(REDUCE)

8: For each tuple in neighbors return the most-voted class
from the list of neighbors. This value will be the class
predicted for the given element.

9: end mapReduce

to check the effect of the batch size on the models
(Section IV-B).

2) To check if defeatist search really affects the precision
and processing time in tree queries. To do that we per-
form a comparison between the edited models and the
base model without edition (Section IV-C).

3) To validate that our model scales-out correctly by
increasing the number of cores available in the cluster
(Section IV-D).

A. Experimental Framework

Six large-scale datasets have been used to evaluate the
performance and quality of DS-RNGE. Five of them are taken
from the UCI Machine Learning Database Repository [49]
(poker, susy, hhar,2 hepmass, and higgs), while another
big dataset ECBDL143 is a highly imbalanced problem

2From the Heterogeneity Human Activity Recognition experiment, only the
activity recognition dataset was used.

3http://cruncher.ncl.ac.uk/bdcomp/

http://cruncher.ncl.ac.uk/bdcomp/
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TABLE I
DATASETS USED IN THE EXPERIMENTS. FOR EACH SET, THE NUMBER

OF ORIGINAL EXAMPLES (# INST.), THE NUMBER OF UNIQUE

EXAMPLES (# UNIQUE), THE TOTAL NUMBER OF ATTRIBUTES

(#ATTS.), AND THE NUMBER CLASSES (#CL) ARE SHOWN

derived from the data mining competition held under the
International Conference GECCO-2014. A random sampling
without replacement (25% of the original size) was applied to
ECBDL14 and hhar datasets.

In order to transform these static datasets into streams,
we randomly partitioned them into equal-sized data batches
according to different batch sizes (50 000, 100 000, and
200 000). Before the start of executions, the batches are
enqueued. Only one batch per iteration (one second) serves
as an input to our system. To prevent the insertion of repeated
instances in the M-trees the unique examples from these
datasets were extracted and used as the former input for the
models. Table I presents the detailed description of the used
datasets.

Our evaluation process assumes that DS-RNGE is first
tested with the current batch in the queue and then updated
with it. This is known as interleaved test-then-train model [50]
and allows us to always test our model on unseen examples.

In our experiments three models have been tested. The first
one, called edited, follows the DS-RNGE scheme presented
in Section IV-A, but without allowing the removal of already
inserted examples. The second method, called edited-re, is
another version of DS-RNGE but with removal. And as bench-
mark method, the same distributed scheme is used but without
any type of edition. This scheme, called orig, directly inserts
elements in the distributed trees and apply the usual prediction
process (explained in Algorithm 4). Parameter configuration
for all models is described in Table II.

The experiments were performed on a cluster composed
of twenty standard nodes (hosting the Spark workers) and
one master (hosting the Spark Master) node. The comput-
ing nodes have the following features: two processors x Intel
Xeon CPU E5-2620 (6 cores/processor, 2.00 GHz, 15 MB
cache), 2 TB HDD, and 64 GB RAM. They are connected
through a QDR InfiniBand network (40 Gb/s). The following
software was used in the experiments: Hadoop 2.5.0-cdh5.3.1
from Cloudera’s open-source Apache Hadoop distribution,4

HDFS replication factor: 2, HDFS default block size: 128 MB,
Apache Spark Streaming 1.6, 460 cores (23 CPU cores/node),
and 960 RAM GB (48 GB/node). The datasets are hosted in
the distributed file system, but they are loaded from memory
and cached there before executions start.

4http://www.cloudera.com/content/cloudera/en/documentation/cdh5/v5-0-
0/CDH5-homepage.html

TABLE II
PARAMETERS OF THE DISTRIBUTED MODELS

TABLE III
AVERAGE RESULTS BY METHOD AND BATCH SIZE (POKER)

TABLE IV
AVERAGE RESULTS BY METHOD AND BATCH SIZE (SUSY)

Let us now discuss in details the obtained results according
to several criteria: the different batch sizes and edition strate-
gies, the search strategy used in M-trees and the scalability of
our method.

B. General Comparison: Evaluation of Batch Sizes and
Edition Strategies

Detailed results for every dataset, model, and batch size
are given in Tables III–VIII. For each combination, several
information fields are shown: the batch size, the method
used, the average accuracy (Acc.), the average training time
(Tr. time), the average classification time (Cls. time), the
average number of instances and the percent of reduction in
brackets [# Inst. (%)], and the time (in seconds) spent in the
whole process. The best result for each column is highlighted
in bold.

From these experiments we can state the following con-
clusions: for every dataset, DS-RNGE without removal (edit)
is more precise than the other methods, which means that
DS-RNGE is useful in enhancing case-bases. DS-RNGE with
removal (edit-re) only obtains better results than the version
without edition (orig) in two datasets: 1) susy and 2) ecbdl14.
Competitive results in ecbdl14 can be explained by the fact
that reduction is negligible in this dataset, whereas for susy,

http://www.cloudera.com/content/cloudera/en/documentation/cdh5/v5-0-0/CDH5-homepage.html
http://www.cloudera.com/content/cloudera/en/documentation/cdh5/v5-0-0/CDH5-homepage.html
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Fig. 4. Accuracies obtained during data stream acquisition according to the number of batches processed. Batch size = 100 000. (a) poker. (b) susy. (c) hhar.
(d) ecbdl. (e) hepmass. (f) higgs.

TABLE V
AVERAGE RESULTS BY METHOD AND BATCH SIZE (HHAR)

it is not clear if it is due to hypo-reduction or other factors.
Note that both susy and hepmass benefits from the same level
of reduction, however, reduction is proven to be much more
negative in the last dataset. By other factors we mean: incom-
plete graphs for inserted examples, high dependency between
removed instances and their potential incoming neighbors, or
high noise presence in data.

The edit model is not only precise but also offers highly
satisfactory computational time, similar to the original version
(the fastest option). In most of the cases, edit is characterized
by better classification times than orig and similar results in
total time. When the amount of reduced elements is low, orig
is faster than edit (see Table VI). Nevertheless, when there
is a clear reduction (Table VII), edit compensates its time-
consuming training process with a quicker classification. On

TABLE VI
AVERAGE RESULTS BY METHOD AND BATCH SIZE (ECBDL14)

TABLE VII
AVERAGE RESULTS BY METHOD AND BATCH SIZE (HEPMASS)

the other hand, there is a clear advantage in terms of time on
using removal (method edit-re) but it fails on accuracy in 4/6
datasets.
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Fig. 5. Memory consumption per batch in megabytes. Batch size = 100 000. (a) poker. (b) susy. (c) hhar. (d) ecbdl. (e) hepmass. (f) higgs.

TABLE VIII
AVERAGE RESULTS BY BATCH SIZE (HIGGS)

Two hundred thousand elements per second seems to be the
best batch size for all datasets. According to the results, it can
be stated that the bigger the batch size, the lower the total
time and the higher the average time (both classification and
training). A bigger batch size implies that less network com-
munication and map/reduce phases are performed. However,
as more data is used for initialization with a bigger batch size
the average reduction gets lower and the average time results
higher.

To illustrate the progress of accuracy in the streaming pro-
cess, Fig. 4 depicts the individual accuracy values per batch
yielded by all models. In general, we can notice that the edit
model always improves its accuracy over the time. The orig
one also shows a positive trend, but in most of cases not
outperforming edit algorithm. This phenomenon is specially
remarkable in susy and ecbdl cases. The edit-re model shows

a different behavior depending on the amount of instances
reduced. For instance, for susy and ecbdl datasets edit-re
responds reasonably well, due to a lower reduction. This,
however, is not true for the rest of cases.

Fig. 5 depicts the evolution of memory consumption dur-
ing the course of stream processing. From all the plots we
can draw a similar conclusion: applying DS-RNGE is always
beneficial, as it leads to significantly reduced memory usage
in every case. Only in case of ecbdl dataset the reduction
can be viewed as a small one. This makes DS-RNGE highly
suitable for processing massive data streams, as it displays a
reasonable memory consumption allowing for a real-life and
real-time implementations. Therefore, we alleviate the pro-
hibitory requirements of standard nearest neighbor techniques,
allowing for a resource-efficient stream mining.

C. Distributed Neighbor Search Comparison: Approximate
Versus Accurate

In order to show that defeatist search (without backtracking
or buffer) in distributed M-trees can also offer competitive
results in terms of accuracy and efficiency, we have performed
some experiments comparing DS-RNGE with the distributed
model proposed in [42].

The same model proposed in Liu’s work has been imple-
mented, using a standard M-trees instead of hybrid spill trees
as originally proposed by Liu. This change has been intro-
duced to perform a fair comparison between Liu’s model and
ours, which is entirely based on M-trees. In the modified Liu’s
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Fig. 6. Distributed neighbor search comparison (approximate versus accurate)
in terms of average accuracy (%). Batch size: 200 000 instances/s.

model, a given node will be explored if the distance between
it and the nearest node to the query is in a range, which is
determined by the overlap buffer. Liu’s model (called accu-
rate) can explore more than one branch in its searches, whereas
DS-RNGE (called approximate) can only explore one.

In Fig. 6, each point compares approximate k-NN with the
accurate version on a single dataset in terms of the test accu-
racy. x-axis represents the accuracy values for approximate
k-NN, whereas y-axis for accurate k-NN. Points below y = x
line corresponds with datasets for which DS-RNGE performs
better. Surprisingly, the results show that DS-RNGE (approx-
imate) is better than the accurate solution for every dataset.
These results can be explained by the following fact: in those
cases where the neighbors of one element are shared between
nodes, it could happened that the “approximate” neighbors
better predicts the true class.

Fig. 7 illustrates the same comparison performed in the
previous figure, but in terms of efficiency (total time). Here,
points above y = x line corresponds with datasets for which
DS-RNGE is faster. In this case the results are expected,
approximate version always performs faster than the accurate
one. Exploring more than one branch is much less efficient
than exploring only a single one. In fact some extra map-
reduce phases need to be launched in the accurate version in
order to merge neighbors from different nodes to obtain the
final set of neighbors, which heavily hinders the searching pro-
cess. This especially affects the two biggest datasets: 1) higgs
and 2) hepmass.

D. Scalability Analysis: Increasing the Number of
Cores Available

Fig. 8 shows how the edited models scale-out when the
amount of resources available in the cluster is increased. In
this experiment the number of cores offered by Spark is grad-
ually increased by 50 in each step using the poker dataset
as a reference. A great reduction in time (until 200 cores)
can be observed in both versions. From 250 cores, the over-
head associated to the distributed scheme (network usage,
phase initialization, etc.) starts to equalize the gain obtained

Fig. 7. Distributed neighbor search comparison (approximate versus accurate)
in terms of total processing time (seconds). Logarithmic scale.

Fig. 8. Scalability study performed by increasing the number of cores avail-
able (x-axis). Total time spent by each method (in seconds) is displayed in
y-axis.

by adding additional cores. There is still a time reduction, but
the improvement tend to be more stable.

V. CONCLUSION

In this paper, we have presented DS-RNGE, a nearest
neighbor classification solution for processing massive and
high-speed data streams using Apache Spark. Up to our knowl-
edge, DS-RNGE is the first lazy learning solution designed for
large-scale, high-speed, and streaming problems. Our model
organizes the instances by using a distributed metric tree,
consisting of a top-level tree that routes the queries to the
leaf nodes and a set of distributed subtrees that performs the
searches in parallel. DS-RNGE includes an instance selec-
tion technique that constantly improves the performance and
effectiveness of the learner by only allowing the insertion of
correct examples and removing outdated ones. As all phases
in DS-RNGE perform the computations locally, our system is
able to quickly respond to the continuous stream of data.

The experimental analysis shows that DS-RNGE combines
high accuracy with significantly reduced processing time and
memory consumption. This allows for an resource-efficient
mining of massive dynamic data collections. DS-RNGE with-
out removal overcomes in terms of precision the base model
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without edition in any case. DS-RNGE yields better time
results in the prediction phase, whereas its competitor performs
faster in updating the case-base. In general, both algorithms
have similar performance, if we measure the total time spent
in both phases.

Our future work will concentrate on adding a condensa-
tion technique in order to control the ever-growing size of
the case-base over time. By removing redundancy, the time
cost derived from edition will be alleviated, while at the same
time maintaining the original effectiveness. Additionally, we
plan extend our approach to drifting data streams and propose
time and memory efficient solutions for rebuilding the model
as soon as the change occurs. We plan to tackle this chal-
lenge by extending our model with drift detection module, as
well as by using instance weighting with forgetting to allow
for smooth adaptation to changes. Additionally, we envision
modifications of our algorithm that will make it suitable for
mining massive and imbalanced data streams [51].

REFERENCES

[1] V. Mayer-Schönberger and K. Cukier, Big Data: A Revolution That Will
Transform How We Live, Work and Think. London, U.K.: John Murray,
2013.

[2] J. Gama, Knowledge Discovery From Data Streams. Boca Raton, FL,
USA: Chapman & Hall, 2010.

[3] D. Han, C. G. Giraud-Carrier, and S. Li, “Efficient mining of high-speed
uncertain data streams,” Appl. Intell., vol. 43, no. 4, pp. 773–785, 2015.

[4] X. Wu, X. Zhu, G.-Q. Wu, and W. Ding, “Data mining with big data,”
IEEE Trans. Knowl. Data Eng., vol. 26, no. 1, pp. 97–107, Jan. 2014.

[5] U. Fayyad and R. Uthurusamy, “Evolving data into mining solutions
for insights,” Commun. ACM, vol. 45, no. 8, pp. 28–31, Aug. 2002.
[Online]. Available: http://doi.acm.org/10.1145/545151.545174

[6] A. Fernández et al., “Big data with cloud computing: An insight
on the computing environment, mapreduce, and programming frame-
works,” Wiley Interdiscipl. Rev. Data Min. Knowl. Disc., vol. 4, no. 5,
pp. 380–409, 2014.

[7] J. Dean and S. Ghemawat, “Mapreduce: Simplified data processing
on large clusters,” in Proc. OSDI, San Francisco, CA, USA, 2004,
pp. 137–150.

[8] H. Karau, A. Konwinski, P. Wendell, and M. Zaharia, Learning Spark:
Lightning-Fast Big Data Analytics. Sebastopol, CA, USA: O’Reilly
Media, 2015.

[9] Apache Spark: Lightning-Fast Cluster Computing. (2017). Apache
Spark. [Online]. Accessed on Jan. 2017. [Online]. Available:
https://spark.apache.org/

[10] D. Aha, Lazy Learning. Dordrecht, The Netherlands, Kluwer, 1997.
[11] C. C. Aggarwal, Data Mining: The Textbook. Cham, Switzerland:

Springer, 2015.
[12] S. García, J. Luengo, and F. Herrera, Data Preprocessing in Data

Mining. Cham, Switzerland: Springer, 2014.
[13] H. Samet, Foundations of Multidimensional and Metric Data

Structures (The Morgan Kaufmann Series in Computer Graphics and
Geometric Modeling). San Francisco, CA, USA: Morgan Kaufmann,
2005.

[14] A. Gionis, P. Indyk, and R. Motwani, “Similarity search in high
dimensions via hashing,” in Proc. 25th Int. Conf. Very Large Data
Bases (VLDB), Edinburgh, U.K., 1999, pp. 518–529.

[15] T. White, Hadoop, the Definitive Guide. Sebastopol, CA, USA: O’Reilly
Media, 2012.

[16] Apache Hadoop Project. (2017). Apache Hadoop. [Online]. Accessed
on Jan. 2017. [Online]. Available: http://hadoop.apache.org/

[17] W.-P. Ding, C.-T. Lin, M. Prasad, S.-B. Chen, and Z.-J. Guan, “Attribute
equilibrium dominance reduction accelerator (DCCAEDR) based on dis-
tributed coevolutionary cloud and its application in medical records,”
IEEE Trans. Syst., Man, Cybern., Syst., vol. 46, no. 3, pp. 384–400,
Mar. 2016.

[18] Y. Xun, J. Zhang, and X. Qin, “FiDoop: Parallel mining of frequent
itemsets using MapReduce,” IEEE Trans. Syst., Man, Cybern., Syst.,
vol. 46, no. 3, pp. 313–325, Mar. 2016.

[19] J. Lin, “Mapreduce is good enough? If all you have is a hammer, throw
away everything that’s not a nail!” Big Data, vol. 1, no. 1, pp. 28–37,
2012.

[20] X. Meng et al., “Mllib: Machine learning in apache spark,” J. Mach.
Learn. Res., vol. 17, no. 1, pp. 1235–1241, 2016.

[21] A. Spark. Machine Learning Library (MLlib) for
Spark. Accessed on Jan. 2017. [Online]. Available:
http://spark.apache.org/docs/latest/mllib-guide.html

[22] M. M. Gaber, “Advances in data stream mining,” Wiley Interdiscipl. Rev.
Data Min. Knowl. Disc., vol. 2, no. 1, pp. 79–85, 2012.

[23] B. Krawczyk, L. L. Minku, J. Gama, J. Stefanowski, and M. Woźniak,
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